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Abstract

This research has two components, both involving the CASEsim framework. First, we must handle
a few practical concerns, such as increasing the framework’s usability and implementing the ability to
distribute computation. To achieve this, we plan to use XML configuration files for usability and the Java
RMI library for distributed computing. Second, we will study load balancing techniques for 0-dimensional
(non-spatial) social network simulations, creating heuristics that allow for general load balancing of such
simulations in an optimal way. We will explore two approaches. The first is a centralized technique,
examining macroscopic properties of the graph — such as agent clusters — in order to put related agents
on the same slave. The second is an individual, slave-level technique that in which individual slaves
dynamically pass agents to other slaves in order to equalize the workload. Finally, we will test our
heuristics via a variety of simulations using the CASEsim framework.

1 Introduction

Multi-agent systems and computer models of society in general are new and promising areas of computer
science research because they can simulate dynamic social situations that are more realistic than many other
social models. A multi-agent system is broadly divided into an environment and a number of agents within
that environment. These agents are “anything that can be viewed as perceiving its environment through sen-
sors and acting upon that environment through actuators” [6]. Because the definition of an agent is so broad,
multi-agent systems can model many different situations, such as economic, social, and political activity. Of
course, creating realistic simulations is not easy and requires collaboration with economics and/or the social
sciences. However, multi-agent systems provide the technological framework to make such modeling possible.

Most previous work has been in spatial simulations, that is, simulations in which each agent has a location
in space at all times. These simulations are promising partially because they model real-world situations
(like traffic flow or migration patterns) but also because they lend themselves to parallel and distributed
computing. For example, those writing spatial simulations can use data structures like kd-trees to assign
slaves to particular regions of space and thereby distribute the work of computing agent behavior to many dif-
ferent slaves. Assuming agents are roughly evenly distributed across space, this approach can work quite well.

However, another class of social simulations — 0-dimensional simulations — are not spatial in nature.
Such simulations include social networks like Facebook and any simulation dealing with people’s interactions
without concern for their physical locations. These simulations, although important and interesting, do not
easily lend themselves to parallel and distributed computing because there is no obvious way to partition
work among slaves. Since 0-dimensional simulations are varied, a load balancing technique that works well
in one simulation may not work in another. Our goal is to create some load balancing heuristics that work
reasonably well in all 0-dimensional simulations. There has been little research done on this problem, so it
is unexplored territory that will require some creativity and thought in order to get results.
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2 Related Work

Most previous work has involved spatial simulations, especially for the CASEsim framework. The main
reason for this is that spatial simulations are much easier to load balance than non-spatial ones because
they yield to spatial partitioning algorithms such as those involving k-d trees. Using such methods, one can
recursively bisect the space in order to balance the workload among as many slaves as needed. Two successful
past simulations (both using CASEsim) are Sugarscape, which models societal resource distribution, and
Foreclosure, which models the housing foreclosure crisis in the US [7].

In contrast, load balancing 0-dimensional social simulations is relatively unexplored, and there is little,
if any, research literature how to do it. However, there is theoretical support for two different approaches to
load balancing social networks. Broadly, these two approaches are centralized and slave-based load balancing.

Centralized load balancing is inspired by prior work with recursive bisection[5]. These methods partition
a spatial area. This is done because it is assumed agents in a given area communicate mostly with other
agents in that area. While social networks are non-spatial, they do have a graph structure that can be
partitioned. We plan to adapt the same type of recursive balancing algorithm used with recursive bisection
but partition using minimum cuts in the social network graph[5].

In contrast, slave-based load balancing is based on slaves managing workload when they become too
overloaded or underloaded. This sort of load balancing has been applied before by Cao [1] but not in the
context of 0-dimensional spatial simulations. Thus we plan to adopt Cao’s general method in the context of
social network load balancing.

3 Problem Definition

We have two goals for this research project. The first goal concerns practical components of the CASEsim
framework, such as increasing usability and adding the ability to do distributed computation. This work
is necessary for research but will not directly help us achieve our research goals. The second is to create a
system for load balancing 0-dimensional simulations of social networks.

1. CASEsim Usability
The CASEsim framework needs to be made more usable in a number of ways in order to help the
other research groups create simulations with ease. There are a large number of ways we can do this,
so we will work on implementing enough of these features that the framework is usable, but we do not
expect to accomplish all of these goals.

• First, we need to create an easier to use system of simulation configuration. Currently, configuring
a simulation requires writing an iterator in Scala (the base language for CASEsim) and manually
declaring each agent through Scala code. This process could be automated somewhat through
a configuration file that specifies types of agents and starting parameters for the agents. It
would also describe what machines are being used for parallelization and the path for the Scala
executable.

• A second goal is to create a visual client to manipulate simulation configuration once the config-
uration mechanism is in place. This would make simulation initialization even easier because the
user would not need neither programming nor scripting knowledge to use the system.

• Another, related goal is to create a configuration file for the visual client that would tell the client
necessary information for it to initialize a simulation, such as simulation type and parallelization
setup.

• Another goal is to create a standardized system through which simulations can log simulation
data while a simulation is running. Currently, logging is available through text and binary mode,
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but it is not in a standardized format. Having such a format would make automated processing
of simulation logs easier, especially if the format is the same as that of the configuration files.

• Finally, it would be helpful for CASEsim to have an easy way to import Geographic Information
System (GIS) data. This data is useful for a variety of simulations, such as traffic flow modeling,
and we anticipate that it would help the other research groups with their work as well as extend
CASEsim’s functionality.

2. Distributed Computing
In order to study any sort of load balancing, CASEsim needs to have the capability to distribute its
computation amongst multiple machines. The current Scala version of CASEsim does not have this
functionality, which makes all load balancing research impossible until it is implemented.

3. Load balancing of 0-dimensional Social Simulations
Finally, our primary research goal is in load balancing social simulations. This problem is of research
interest for a number of reasons. The main reason is that it is a relatively unexplored topic. Much work
has been done on the load balancing of spatial simulations using methods such as recursive bisection
of the spatial area. Previous research groups in this program have studied this using kd-trees to facil-
itate the process. However, this approach only works when agents can be partitioned spatially, which
requires that they have a position at all times. In the case of social simulations (such as simulating
Facebook or any other social network), agents do not have locations so there is no obvious way to
partition agents amongst the slaves. Thus other criteria must be identified and used.

We plan to use the graph structure of social networks in order to optimize load balancing. Because
agents in social simulations all have connections amongst each other, we can represent these connections
with edges and the agents with nodes. An optimal partitioning of agents would minimize inter-slave
messaging and maximize intra-slave messaging while keeping the processor load on each slave equal.
The issue with social simulations is that agent connections continuously shift, resulting in a very
dynamic graph structure. The complex component of this research problem is not only to partition the
agents in a good way, but also to maintain a good partitioning as the simulation runs. Our goal is to
find a good way to do this. Ideally this method will be applicable to most if not all social simulations.

4 Proposed Solution

Since our problem has three primary components, our proposed solution is split into three sections. The
first section describes solutions to the usability problem. The second covers how we will add the ability
to distribute computation to CASEsim. The third describes our approach to the load balancing of social
simulations.

1. Usability

To facilitate simple simulation configuration we will give CASEsim the ability to load XML con-
figuration files. XML is a good choice because it is relatively simple to edit and very extensible. If we
we add new features to CASEsim, it will be easy to add XML options for them. Additionally, Scala
has excellent support for XML parsing, making the implementation of the parser very simple. These
files will allow the user to easily configure the simulation setup, data recording, load balancing, and
other important aspects of CASEsim. If possible, it would be good to add the ability to specify agent
behavior in a configuration file, but this functionality may be beyond the scope of our usability work.
Even if agent behavior cannot be set, we do view it as important to allow configuration files to specify
the initial layout and state of agents in the simulation.

An additional usability task is to add the ability to easily import GIS data into CASEsim. Other
research groups have expressed interest in this functionality, so we will work with them to enable this.
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Since this task could be complex and is not part of our primary research topic, we may not be able to
accomplish it.

2. Distributed computing
In order to give CASEsim the ability to perform distributed computation, we will use Java’s RMI
libraries. Since Scala is closely related to Java, all RMI methods can be easily called from within our
Scala framework, allowing us to implement distributed functionality without much difficulty. This task
is of very high importance because we cannot start researching load balancing until it is complete.

3. Load balancing of social simulations
There are several ways we can pursue load balancing of social simulations. The first way is centralized
and involves observing macroscopic properties of the graph of a social network. The second operates
at the slave level without centralized control, each slave adjusting its load according to how much
work it is doing. These two approaches both have the same goal, those of equal processor load on
each slave, maximal intra-slave communication and minimal inter-slave communication. To achieve
this, our methods attempt to partition the graph into clusters and then distribute these clusters in an
optimal way. Ideally, we will find clusters with a large amount of interconnection and few connections
to other clusters. Naively, we are simply finding cliques like structures, but since finding cliques of a
given size is NP-complete [3], we cannot follow this approach. Instead we will create heuristics to find
reasonably ideal clusters. Broadly, we plan to take two approaches to this problem: centralized and
slave-based.

• Centralized approaches
Our centralized approach is to adapt the spatial method of recursive bisection partitioning to a
non-spatial graph. While prior approaches have used kd-trees to store partitions based on cuts
along geometric axes, we will instead partition based on minimum cuts in the graph [5]. Our algo-
rithm will build a one-dimensional tree by recursively finding the minimum cut in the graph, which
is easy to find using the Ford-Fulkerson method or by applying the Kernighan-Lin algorithm[2][4].
There are also a large number of other possible approaches to the graph partitioning problem. Our
expectation is that this cut-tree will successfully partition the graph into reasonably good clusters.

Once the initial distribution has been computed, the simulation is started. As the social network
evolves, communications and processing bottlenecks will emerge. To eliminate these, the central-
ized method employs the same techniques that prior work with kd-trees has used. A bottom-up
approach to this would work in the following way. The algorithm recursively moves up the tree
starting with the lowest level. At each node the algorithm checks to see if the load values of the
children are approximately equal. If not, agents are transferred from one child to the other. If
this transfer takes place at a non-leaf node, the algorithm will recursively navigate down the tree
to identify the ideal agents to move. To decide what agents to transfer, the algorithm will shift
the cut line that defines a node’s partition in such a way that the total agent load is reduced but
the cut value is still minimized locally. Once the entire tree has been traversed, the simulation
should be balanced.

There are a number of challenges that need to be overcome in order to successfully use this
method. The first is that the initial partitioning of the graph needs to split it into clusters of
an appropriate size for assignment to slaves. A potential solution to this problem is to allow
non-leaf nodes to be assigned to slaves for computation. Another is that in a dynamic social
network, the structure could change enough that this method of shifting cut lines will get stuck
at a local optimum. A possible solution to this problem is to allow the system to reinitialize
the cut tree. However, reinitializing is computationally expensive, so this approach needs to be
considered carefully.another issue is that both communication load and processor load need to
be balanced. The planned algorithm attempts communication load balancing by minimizing it
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locally and expecting that to work well enough. It needs to be explored whether or not that is
actually effective.

• Slave-based approaches
Another method for load balancing is inspired by Cao [1], who simulated ant behavior by having
overburdened ants search for under-burdened ants to pass work to (and vice versa). The advantage
of such an approach is that it does not involve any type of centralized organization. With it, we
can also give agents the ability to respond to both network and processor load, directly addressing
both balancing issues. The difficult part of the method is that it requires the slaves to have a
good heuristic to govern how load should be passed around. The expectation is that if slaves
are actively working to minimize inter-slave communication, then slaves will partition the social
network reasonably well on their own. Simulation initialization will still need to be worked out,
but if this heuristic is good enough, the slaves should find a near optimal solution soon after the
simulation begins.
Our initial plan for a heuristic is to have each slave store a record of how much “work” its agents
are doing and which slaves they communicate with the most. This communication information,
combined with agent friend data, allows a slave to calculate a value representing to what degree
its agents are attached to it. Using communication data in addition to just agent-provided data
allows the framework to take into account friendships of varying strength without putting any
additional burden on the simulation writer. When a slave realizes that it is overworked, it can send
its least-attached agents to other slaves. We can also use this procedure to search for underloaded
slaves and maintain load balance. We can also include occasional random agent redistribution,
which could serve as a way to get the system out of a bad local optimum.

• Shadowing
In both of the above load balancing methods, agents are passed around frequently. It is possible
that an optimal partitioning requires that agents be in multiple places at once. Shadowing is the
idea of letting this occur and taking advantage of it. An example of when it may be appropriate
is when a single agent receives messages from every agent in the simulation but spends very little
time processing these messages. A more specific example would be a centralized logger agent that
records data and occasionally sends results through an output service. This agent would place
very high load on the network but minimal load on the processor. If this agent were shadowed
such that it was present on every machine, message passing would be reduced substantially at
the cost of minimal processor load. It could be the case that shadowing certain agents reduces
network load enough to be beneficial. Shadowing could also allow trial moves, where an agent
exists in multiple locations for a brief time and then stays in the more optimal one. The issue
with shadowing is that all shadows need to maintain synchronization, which could be difficult to
maintain.

5 Proposed Experiment Domain

Our primary testing method will be to create a set of test simulations for which we know the optimal dis-
tribution. Ideally, we will run these tests on simulations of one to ten million agents. Once we develop a
balancing system that achieves this goal, we will experiment with simulations for which we do not know the
optimum and attempt to understand why the system behaved as it did.

The very first test will be to create a random static social network and then place every agent on one
slave. If the balancing works, agents should be rapidly distributed to other slaves. The second test will be to
create a static social network in which the agents are grouped into a number of cliques equal to the number
of slaves. We can then randomly assign agents to slaves and check to see how closely the slaves store agents
within the underlying clique structure after balancing. Another test would be to take this clique network
and have it evolve dynamically in a known way. An example of a test in the second category would be to
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have a “master agent” and, each turn, have agents break off existing connections and replace them with
connections to the master. The “correct” response to this by the load balancing algorithm is not obvious, so
it would be interesting to see how our method handles it. An ideal load balancing algorithm will successfully
adapt to the new cliques. Of course, this list of simulations is not exhaustive and more may be created if
necessary.

6 Proposed Timeline

1. Initial Tasks
Our initial tasks are to continue our literature review and start working on improving the core func-
tionality of CASEsim.

2. Intermediate Tasks
Our intermediate tasks are to explore our approaches to the load balancing problem. We should select
one and get a basic implementation working.

3. Final Tasks
The final task is to test and tweak our selected load balancing algorithm.

4. Wrapup
Our wrapup tasks are to finalize the test set and prepare the final paper and presentation.

5. Rough Schedule

Week Tasks
1 Literature review, familiarization with MAS
2 Literature review, study CASEsim code
3 Literature review, start work on CASEsim distributed computing and XML configuration
4 Finish basic CASEsim enhancements
5 Start work on load balancing algorithms
6 Select a primary approach and start implementing it
7 Finish implementation and start testing
8 Test and tweak algorithm.
9 Final analysis, paper preparation.
10 Wrapup week.
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